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Introduction
Consumers and enterprises have a plethora of options when
buying new computers (both end points/clients and servers).
Indeed, with so many different options in processors, memory,
storage, co-processors, etc., it’s often difficult to make an
informed decision on which is the best system for the particular
tasks at hand. And “marketing hype” is often not very helpful.
Much like the earlier days of the “chips wars”, we are in a
marketing message contest. Previously, the focus was in how
fast the chips ran (the MHz/GHz specs), with vendors pushing,
and buyers assuming, that higher clock speeds automatically
equated to increased performance. That opinion prevailed until
it became clear that clock rate alone didn’t equate to
performance advantage. Performance at a solutions level (the
combined computer system and software solutions) was highly
dependent on more than just the processor speed.

TREND: Many consumers and
business users purchase new
systems based on the number of
processor cores, without
understanding if they will
provide significant performance
advantages, similar to previous
notions that the higher the clock
frequency, the better the system
will perform. While core count
and frequency do have an effect
on performance, it’s important
to understand that not all cores
are created equal, and that
performance is highly
dependent on the design of the
applications being run.
Enterprises in particular should
understand their workloads and
the effects multi-core systems
will have on user productivity
before simply buying systems
with the maximum number of
cores.

We have recently entered a new phase where companies tout
the number of cores on their devices, much like saying an 8
cylinder car can perform better than a 4 cylinder car, when in
fact that is not always the case. Indeed, maximum performance
can only be achieved if the entire solution (e.g., Operating
System, all required applications, internal bus, memory and
connected peripherals) is designed to take advantage of the
J.Gold Associates LLC.
additional cores. And many tasks take maximum advantage of
specialized cores (e.g., GPU, DSP) that aren’t affected by the CPU core count. Further,
servers and clients can have very different performance curves when it comes to multi-core
processing due to the nature of the need to multitask (servers typically have a much higher
requirement to enable high numbers of task running simultaneously than a PC). Scaling
based on core count is very different for a server running many virtualized instances than it
is for a PC running one or a small number of applications, many of which may not be
designed to take full advantage of multiple cores.

This whitepaper will serve as guidance to understanding the rationale behind selecting multicore systems, by analyzing the various attributes that affect the operational efficiency and
overall performance of current multi-core chips. The analysis is similar for both PC and
server chips, although we won’t get into specific details of differences in this paper.

General Overview: What Affects Performance?
Overall system performance for any particular workload depends on other factors than
simply how many cores are included. System variables such as shared memory controllers
and I/O bandwidth, inter-core communications, OS scheduling support, and data transfer
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efficiency all affect system performance when running in a real world scenario. Indeed, OS
scheduling ability will play a big role in determining multi-core implementation behavior and
consequently overall system performance, as well as power efficiency and application
performance. Most newer OSes are quite good at managing multi-core systems, but that
does not always extend to the applications being run.
Multi-core technology can best be utilized by applications that have been designed for
maximizing parallel execution, and where the OS of the system fully supports it. This
capability may offer the greatest potential benefit of multi-core technology. While many
modern apps are designed to maximize the use of multi-core technology, older apps that
were designed before multi-core was commonplace and still in use in many organizations,
do not have this capability designed in. As a result the amount of performance gained in
multi-core systems is limited. It is therefore critical that users evaluate what software they
plan to run on a multi-core system to determine if it can indeed take maximum advantage of
the potential performance boost available. This workload evaluation is critical to determining
whether multi-core is worth deploying and how well it may work.
Finally, the overall performance of any multi-core system design is directly affected by the
interconnect to, and the capacity and performance of, internal memory and storage
peripherals (e.g., SDD or HDD). Many parallel apps require significant amounts of high
speed memory to perform at their best, and not including enough memory in the overall
system can negate the multi-core advantages. Performance can also be limited if slow mass
storage devices impede memory transfers. Read/write speeds are an important determining
factor in overall performance, especially in multi-core systems. It’s important that users
evaluate not only the number and types of cores available, but the connection speeds
available from both local and mass storage systems that support the processors.

Critical Issues to Consider in Evaluating Multi-core
Implementations
In the above section we looked at some general indications of what makes a system run
most effectively when utilizing multiple cores if they are available. It’s not enough to simply
look at chip level specs. It’s critical to also assess the design features of the entire system to
determine how well multi-core systems operate and whether adding more cores alone will be
a meaningful measure of performance.
In the following sections we elaborate on some of the key areas necessary to evaluate when
choosing systems and how the actual core counts in the processor may positively or
negatively affect overall system performance.

It’s all about the Workload
The number of cores alone cannot determine the performance for a specific workload.
Rather, specialized cores that add hardware acceleration to general purpose CPUs can
make dramatic improvements in the overall performance of a machine. It’s important to
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understand not only the number of cores, but also the types of cores and how they are able
to accelerate specific workloads and operations. Figure 1 provides some examples of the
best types of cores for specific processing workloads. This is, of course, highly variable
based on the design of the specific special function cores, but it provides some guidance
into understanding that specific types of cores can be more important to performance than
just general core counts.
Table 1- Processing Functions vs. Best Core Types

CPU
GPU
DSP
NPU
VPU

General
Graphics
Video
Voice/audio AI
Compute Processing Processing I/O
+++
+
+++
+
+++
+++
+++

AR/VR

Comms

+
+++

++
+

It’s more than Just the Silicon
Hardware alone does not a system make. It’s important to judge overall system performance
and not just raw compute power at the chip level. System performance can differ greatly
based on how efficiently the system is at utilizing the cores. This requires maximum
optimization through microcode, compilers, OS drivers, etc. Indeed, one of the major
differences in overall system performance has been shown to be the quality of compilers
and how well they create microcode optimized to utilize each core. Compilations of code can
reduce or even eliminate the effect of adding cores if done badly. Innovative system
improvements are not limited to the silicon alone. At the end of the day, it’s the whole
platform that’s required to maximize performance, and not just the number of CPU cores.
And that includes the types of applications that will be running.

Big vs. Little Cores
It’s important to evaluate the types of capabilities for each core in a processor, rather than
simply count the number. Many chip designs use unequal cores that can be targeted for
specific functions (e.g., low performance apps like email or word processing may work
perfectly well on lower performance cores while saving system power and heat dissipation,
as well as potentially increasing battery life on portable systems). As a result, trying to use
all cores in a highly compute intensive workload will not provide the same performance as
using processors designed with full function/performance cores. Knowing what types of
cores is therefore an important performance evaluation requirement.
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Workloads are not all Multi-core Optimized
Many applications, including many legacy applications still commonly in use, were never
designed for multi-core processing. Indeed, in many cases, because of the linear
characteristics of the processing functions, program design, and lack of heavy compute
cycles, there is little advantage to multi-core processors being employed. Further, specific
workloads that can be enhanced with specialized processors (e.g., video, encryption) often
use processing hardware that is not replicated on each core, but rather is a shared function
across cores (e.g., DSP, encryption/decryption). As a result, simply counting the number of
cores without knowing specifically about on-chip process accelerators is not a good way to
judge overall performance. Figure 2 shows a few types of programs typically in use, and on
a relative basis, how well they work on single vs. multi-core systems.
Figure 2 – Relative Advantages of Types of Programs vs. Single or Multi-Cores
Single Core
Word Processing
++
Spreadsheets
+
Browsing
++
Email
++
Databases
+
Encryption
+
Encoding/decoding +
Virtualization
++
Video Processing
+
Gaming
+
Cloud Apps
+

Multi-Core

HW Accelerators

+++
+++
++++
+++
+++
+++++
+++
+++
++

+++++
+++++
+++++
+++++

Cores don’t Scale Linearly even with App Parallelism
Except in very specific instances where workloads have been designed to take advantage of
additional cores, simply adding cores won’t increase performance and may actually hurt it
since a multi-core processor may actually be less efficient than a single core processor for
non-parallel execution. Even in those workloads designed to take maximum advantage of all
the cores available, the actual performance will not scale linearly with the number of cores
(e.g., an 8 core device will not have 8 times the performance of a single core device).
Indeed, Amdahl’s Law states that no matter how many cores are available, the gating factor
in how well an app can use multi-cores is based on the execution of the least parallel
elements of that app. That is to say, if an app takes 1 hour to process a workload that is
designed to only utilize one core, having a multi-core processor will not be any faster than
having a single core processor for that task. Other parts of the app may be parallelized and
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be helped by multi-cores, but how much faster the processing occurs will always be limited
by the least parallel parts of the code.
Figure 3 shows the effects of how much parallelism there is in an app compared to how
much having more cores can speed up execution. An app that has 50% parallel execution
capability will have a 2X improvement when a 16 core processor is used instead of a single
core processor, while an app with a 95% parallel execution capability will have a 10X
improvement. Assessing the amount of workload parallelism (assuming that is possible) is a
good way to determine whether a multi-core solution will help and by how much.
Figure 3: Amdahl’s Law

Evolution according to Amdahl's law of the theoretical speedup is latency of the execution of
a program in function of the number of processors executing it. The speedup is limited by
the serial part of the program. For example, if 95% of the program can be parallelized, the
theoretical maximum speed up using parallel computing would be 20 times.
Source: https://en.wikipedia.org/wiki/Amdahl%27s_law

See Also https://en.wikichip.org/wiki/amdahl%27s_law

Power Limits on Scaling
Chips with many cores often run into a dilemma. In order to keep overall performance high,
many individual high performance cores are put on the chip. But because of power
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constraints necessary to keep the installed processor from literally burning up, trying to run
all cores at maximum performance simultaneously is not possible. Studies have shown that
significant portions of a chip either need to be turned off or dramatically scaled back to keep
the total heat dissipation rating below its maximum allowable level. This “dark silicon”
phenomenon is prevalent in most multi-core designs, even as designers increase the level of
dynamic power management to try and negate this effect. Below is a highlight from a
scholarly study that shows this to be a significant phenomenon.
“The study shows that regardless of chip organization and topology, multi-core scaling is
power limited to a degree not widely appreciated by the computing community. Even at 22
nm (just one year from now), 21% of a ﬁxed-size chip must be powered oﬀ, and at 8 nm, this
number grows to more than 50%. Through 2024, only 7.9× average speedup is possible
across commonly used parallel workloads, leaving a nearly 24-fold gap from a target of
doubled performance per generation.”
Source: Dark Silicon and the End of Multicore Scaling, Hadi Esmaeilzadeh Emily Blem Renée St. Amant
Karthikeyan Sankaralingam Doug Burger, Proceedings of the 38th International Symposium on Computer
Architecture (ISCA ’11)

Beyond the Cores – Eliminating Bottlenecks
True user experience is driven not only by the processing power in multi-core chips, but also
by all the other components that are needed to make the entire computer system. In many
cases, increasing the amount and/or the speed of memory can have a greater impact than
adding cores. Indeed, depending on the workload, doubling the processor memory to
remove that bottleneck can add more performance than increasing the number of cores.
Additionally, I/O speeds, especially as it pertains to the main disk drive, can have profound
negative effects on systems if they slow down the overall program execution. It’s why adding
higher performance drives like SSDs can exhibit such a major improvement in the overall
system performance since processors don’t have to be idle nearly as long for data as its
read or written.

Recommendations
Based upon the topics discussed above, we recommend organizations take the following
actions:
 We strongly recommend not simply counting cores when evaluating potential system
acquisitions. There is far more involved in maximizing system performance.
 Workloads must be evaluated to see if increasing the number of cores will have any
significant effect on the processing efficiency and performance. This is especially true
in enterprises where a few key applications often occupy a majority of a worker’s
time.
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 With more data and apps being accessed from the cloud, the potential positive impact
of using a client system with multiple cores may be less than if all apps were running
locally. This needs to be fully evaluated as part of any study of workloads and
whether more cores will be an advantage.
 It may be more advantageous to look at increased memory and/or faster storage and
peripherals on a device than to increasing the core count of the processor. This also
needs to be part of the evaluation process, which often is not the case in enterprise
evaluations.
 Finally, consumers and enterprises should not automatically buy into the notion that
maximum core counts automatically equate to maximum performance. Not all cores
and/or multi-core processors are created equal, and there is far more to determining
maximum performance.

Conclusions
There is far more to overall performance than simply counting the number of cores in the
central processor. And it’s a disservice to consumers and enterprises to simply hype the
number of cores as a determiner of overall performance. Indeed, it’s quite possible to find
processors with fewer cores that significantly outperform those with more cores, particularly
for many workloads that can’t take full advantage of multiple cores. At the end of the day,
rather than counting cores, look to required workloads as well as overall system design and
architecture of processors as being far more important to performance than simply the
number of cores.

This research report is distributed with permission by Intel Corporation. No other parties are
authorized to copy, post and/or redistribute this research in part or in whole without the written
permission of the copyright holder, J.Gold Associates,LLC. .
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